Compression

One place where you may have had to make a decision related to compression is if you are in the habit of ripping audio CDs to MP3 format.

In a program such as Windows Media Player you will find a setting screen something similar to this…
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The feature we are interested in is the slider bar controlling audio quality.

By adjusting the slider we are able to specify better quality versus smaller file size.

This is pretty much the trade off we need to consider when thinking about applying compression to a file.

Do we want to have the highest possible quality and a large file or do we want low quality and a small file?
This choice is true for all multimedia content, images, video, sound etc…

So when do we care about file size?

There are two instances when we might care about the size of our files.

1. If we have limited storage space

2. When we have limited bandwidth

Clearly the more compressed our files are the more of them we will be able to fit on a disc.

This could be a matter of having too small a hard disc to store our MP3 files on or in the case of a manufacturer compression could allow them to use cheaper components.

For example a digital video recorder could apply compression to the recording meaning that the on-board hard disc may be smaller thus cheaper.

Bandwidth could be limited by two factors

1. Cost

2. Connection speed

In both cases a compressed file will spend less time in transit than its larger original thus reducing bandwidth in both definitions.

If we are paying on a mobile data plan for downloads then compression would save money.

But is it any faster?

Transferring compressed data could possibly be faster as there is less data passing around the system.

Note though that a compressed file potentially may not increase the speed of getting the image from A to B.

At the source we need to apply processing to compress the original and at the destination we need to uncompress it restoring it its original state.

So when do we care about quality?

One important thing to remember about human beings is that they are limited in their range of sensory perception.

Human hearing is limited to a typical range of 20 Hz to 20 kHz
Other animals have a different perceptual range…
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"Animal hearing frequency range" by Cmglee - Own work. Licensed under CC BY-SA 3.0 via Wikimedia Commons - http://commons.wikimedia.org/wiki/File:Animal_hearing_frequency_range.svg#/media/File:Animal_hearing_frequency_range.svg

If we ever start designing multimedia for guinea pigs and cats they may be less impressed by our audio compression formats!
Likewise we have similar limitations on the range of visible light we are able to perceive.

So which is better Vinyl of CD?

The above raises the point that since humans beings are not able to perceive all of the data we don’t in fact need to store it.
Which brings us to the age old debate of which is better vinyl or CD?

Those who take the position that vinyl is better argue that even though some audio may not be consciously detectable to the human ear its absence still changes the overall sensory experience in a negative way.

I will leave you to debate this point!

So one approach to compression is to simply remove all of the data in the original we (hopefully) won’t notice is missing.

But does it really matter?

There are times when it is possible to apply a high level of compression thus reducing the quality of the original and it won’t actually matter.

If you have ever used video conferencing software such as Skype of a low bandwidth connection you will probably have seen this.

The picture may be fuzzy, the sound may be poor but we are still able to communicate.

Hi fidelity audio and video may be lost and still allow us to communicate in a useful way.

There may be times though when it does matter.

As we will see compression has the potential to add or remove data from the original.

In the case of a brain scan adding unwanted artefacts into the image could create the possibility of a wrong diagnosis – which clearly would be bad!

[image: image3.jpg]



So in considering compression we need to balance the issues 

Lossy versus Lossless Compression

Added to the above there are two approaches to compression called lossy and lossless compression.
Lossy compression takes the original and compresses it.  When the compressed image is uncompressed the process of compression does not restore it exactly to its original state.  The data is changed by the compression process.

Lossless compression takes the original and compresses it.  In the case of lossless compression the process does not change the data in any way.  When we uncompress the data we get an exact copy of the original data.
Similar issues apply with the choice of compression algorithm.

Will it actually matter in compressing the file that the data has been changed in some way?

In the case of a holiday snap probably not…
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In the case of the brain scan it could be a problem.

Image Compression

Windows BMP

BMP files are the native format for Microsoft Windows.

The BMP format uses a compression system called Run Length Encoding (RLE).

For example in this picture…
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Large sections of the image background are white.

If we encode each white pixel as an RGB value we would see something like this as our data…

	Pixel
	Pixel
	Pixel

	255
	255
	255
	255
	255
	255
	255
	255
	255


Each byte would be 255 in groups of three to represent 3 white pixels (RGB #FFFFFF)
Run length encoding would take the above bytes and rather than storing all of the bytes simply take a count of how many times the bytes are repeated.

So the data…

	Pixel
	Pixel
	Pixel

	255
	255
	255
	255
	255
	255
	255
	255
	255


Becomes

	9
	255


This means that to draw this section of the image we need to repeat 255 9 times.

So rather than simply representing the image as a sequence of bytes, we use two values:

10

The number of times to repeat.

255

The value to be repeated.

In data with large areas of repeating data RLE will produce a big saving.  If there is too much variance in the data RLE becomes less efficient.
RLE is an example of a lossless compression algorithm as the original data is unchanged by the compression process.

GIFF and Compression
The GIFF format was originally devised by CompuServe, the first major commercial on-line service in the US.  It is quite an old format now and contains many features specifically designed for low bandwidth i.e. dial-up connections.

The format incorporates a compression algorithm which was developed by Unisys which was subject to a patent. The sudden popularity of the GIF format took both CompuServe and Unisys by surprise but for some time they let these copyright infringements pass. Eventually though Unisys started pursuing developers using their LZW algorithm demanding royalties. (Oddly enough the patent only includes compression not decompression!)
GIFF uses a system called the Lempel – Ziv Welch algorithm (LZW).

In the case of RLE we are relying on the fact that there are long runs of repeating data within the stream to be compressed. In the case of LZW compression we are relaying on the fact that the data for compression has repeating patterns.
Take the following text…

It was the best of times, it was the worst of times, it was the age of wisdom, it was the age of foolishness, it was the epoch of belief, it was the epoch of incredulity, it was the season of Light, it was the season of Darkness, it was the spring of hope, it was the winter of despair, we had everything before us, we had nothing before us, we were all going direct to Heaven, we were all going direct the other way--in short, the period was so far like the present period, that some of its noisiest authorities insisted on its being received, for good or for evil, in the superlative degree of comparison only.
In this opening paragraph from Dickens’ A Tale of Two Cities we see the word “it” appears multiple times.  In the case of LZW compression we set up a dictionary containing a list of “words” repeating in the data.

Dictionary

Index 0
Text “it”

We then replace the two byte “it” with the one byte index 1.

Like so…

0 was the best of times, 0 was the worst of times, 0 was the age of wisdom, 0 was the age of foolishness, 0 was the epoch of belief, 0 was the epoch of incredul0y, 0 was the season of Light, 0 was the season of Darkness, 0 was the spring of hope, 0 was the winter of despair, we had everything before us, we had nothing before us, we were all going direct to Heaven, we were all going direct the other way--in short, the period was so far like the present period, that some of 0s noisiest author0ies insisted on 0s being received, for good or for evil, in the superlative degree of comparison only.
Notice that we are not just looking for the word “it” but instances of the two characters “it”, authorities is compressed to author0ies.
If we want to decompress the text we replace all of the zeros for “it” and we are back to the original data.
(A coded example in C# is available on the module web site.)
The first step is to decide on some data that needs to be compressed.

In this case “the cat sat on the mat” - 22 bytes long.

The next step is to set up the initial dictionary.

Since each character is a single byte (8 bits) it must be one of 256 possible combinations.

In a full example we would set up the initial dictionary like so…

0 00000000

1 00000001

2 00000010

3 00000011

4 00000100

Etc

For this example we will create a smaller dictionary taking into account that we only have certain bytes to worry about in the message.

The initial dictionary will therefore be

Index

Character

0 

t

1 

h

2 

e

3 

c

4 

a

5 

o

6 

n

7 

m

8 

s

9 

" " (space)

Note that each byte/character is allocated an index 0 – 9.

The next step is to process the data to be compressed.

We need to look at each letter in turn and ask the question is the letter in the dictionary? We start with the letter “t” of “the cat sat on the mat”.

Is this in the dictionary?

Yes at index 0.

In this case we go onto the next letter while remembering the letter “t”.

“the cat sat on the mat”

The next letter is “h”.  What we do now is concatenate the two letters to again ask the question “is this in the dictionary?”

So is “th” in the dictionary?

No it isn’t.

So we now record the index of the first letter “t” which is 0 and add “th” to the dictionary.
“the cat sat on the mat”

Next we go on to the next letter “e” and concatenate with previous “h”.

Is “he” in the dictionary? No it isn’t so we add it.

We then add the index of “h” to the compressed data which is 1

This process is repeated until the full string is encoded.

This produces a new dictionary…

Index

Character

0 

t

1 

h

2 

e

3 

c

4 

a

5 

o

6 

n

7 

m

8 

s

9 

" " (space)

10 

th

11 

he

12 

"e "

13 

" c"

14 

ca

15 

at

16 

"t "

17 

" s"

18

sa

19

at 

20

" o"

21

on

22 

"n "
23

" t"

24

the

25

e m

26

ma

Along with the compressed data stream of 18 bytes.
0
1
2
9
3
4
0
9
8
15

9
5
6
9
10
12
7
15

Reducing our original 22 bytes by 4 bytes.
To return to the original data we look up the dictionary entries based on the index number.

Index

Character

0

t

1

h

2

e

9
 

(space)

3

c

4

a

0 

t

9


(space)

8

s

15

at

9
 

(space)

5

o

6

n

9

(space)

10

th

12

‘e ‘ (e space)

7

m

15

at
So LZW Compression:
· Writes the dictionary as it compresses- any new “words” are added
· Doesn’t need to transmit the dictionary as it can be calculated from the compressed data
· Is a “lossless” compression format
JPEG compression 

This form of compression relies on the fact that human vision has certain limitations.

It is a compression standard best applied to photographs or complex shading / lighting effects.

The system stores a complete black and white version of the image and most of its colour information.

Not all of the colour information is stored however. This makes JPEG a lossy format as some of the original image information is lost, especially in highly compressed files.

The compression process creates errors in the image like so…

[image: image6.png]



The compression drops or “decimates” the colour information producing small blocks when the image is displayed.  The blocks contain less colour information which ideally should not normally be perceptible to the human eye.

Photoshop allows you to specify how much compression is applied to the original image; you may either opt for less compression higher quality or more compression lower quality.
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Video Compression
Due to the large amount of data in video it may soon generate large file sizes.

Typically when working on a video we want to apply lossless compression.  This means that the original quality is not lost whilst editing.

When a video is ready for broadcast lossy compression may be applied.

In the case of video compression there are two approaches we may take.
Spatial or Intra-Frame Compression
Spatial compression is very much like the compression systems we may apply to static images.  (e.g. jpeg compression)
In the case of a video comprising of three frames…
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We could apply compression to each frame individually.  By compressing each frame we achieve a reduction in file size.

Temporal or Inter Frame Compression
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The other way of compressing video is to compress the difference between the frames.

In the above sequence much of the background is constant. This allows us to apply greater compression to the items that are the same from frame to frame.

Spatial and temporal compression are normally used together.  As with other formats the compression may be lossy or lossless however lossless compression doesn’t give high enough compression rates so typically lossy compression is applied.

MPEG Compression
Moving Picture Experts Group pronounced m-peg
Refers to the family of digital video compression standards
MPEG stores only the changes from one frame to another
Lossy compression standard – relies on the human not noticing the compression
Audio Compression

Use variants of Pulse Code Modulation Standard (PCM usually uses 7 or 8 bits).

The following variants reduce the number of bits required.
Differential PCM

Outputs the difference of the changing signal. (5 bits)

Delta Modulation

Assumes the signal will only change by a difference of + or – 1

Predictive Encoding

Predicts what the signal should be, then sends the difference between the actual and predicted signal.

Perceptual Based Compression

Ignore the sounds we can’t hear
MPEG-1 Layer 3 Audio MP3

See also

http://www.cs.duke.edu/csed/curious/compression/lzw.html
http://www.webopedia.com/TERM/M/MPEG.html
https://en.wikipedia.org/wiki/High-definition_television

